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Fast @ Exabyte scale
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Elastic & highly available

On-demand, pay-per-query

1o e

High concurrency: Multiple  No ETL: Query data in-place using Full Amazon Redshift

clusters access same data

open file formats

SQL support
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Redshift H el 85 7HH- Spectrum

Leader Node

@ Sort + limit

10's of Redshift nodes -
Compute Compute
MEEET . Node

Agg
N

Hash join

Agg

N

Scan orders Scan products

Tens of billions

Significant acceleration of repeating queries; incremental



Redshift 2| ds 7H41- Partition Pruning

Partitioning scheme Partitions to process
s3://Orders/ [YYYY] / [MM] / [DD] / [Country] /
20 365 195 1,423,500
1 1 195 195
1 1 12
SELECT country, count(*)
FROM s3.0rders o, local.Countries c

WHERE o.CountryID = c.ID Hash join
AND c.Continent = ‘South America’

. AND 0.YYYY = 2017 AND 0.MM = 12 :
. AND 0.DD = 24 ~

GROUP BY 1; S3 orders

Static
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would have improved the performance of 112 recent COPY operations.



https://github.com/awslabs/amazon-redshift-monitoring
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AQUA: Advanced Query Accelerator
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TN 2=l 27| (Materialized View)

Compute once, query many times
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A OFE W E 2| on Redshift

Redshift Cluster Data : 400GB

I Data I + S3 Datalake : 18TB
+ 1TB/month S 7}

RedShift
Redshift Cluster Node : dc2.large * 3

HAZ2E T HO 2 3-1270 Xts &
Cluster
> Q™ 7A| - 2% 7A|: DayTime
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A 7+ 24 — Glue + Step Function

Amazon S3

AWS Glue AWS Step Functions

Amazon Redshift

: ETL_Daily_Fact_Retail_sales

8~
9
10
11
12
13
14
15
16
17~
18
19 ~
20
21
22

import pg

import boto3

import base64

from botocore.exceptions import ClientError
import json

#uses session manager name to return connection and credential information
def connection_info(db):

session = boto3.session.Session()
client = session.client(
service_name="secretsmanager’

D)

get_secret_value_response = client.get_secret_value(SecretId=db)

if 'SecretString' in get_secret_value_response:
secret = json.loads(get_secret_value_response['SecretString'])
else:
secret = json.loads(base64.bb4decode(get_secret_value_response['SecretBinary']))

return secret




SHAl 1o 8 A — Glue + Step Function

M Success M Failed Cancelled In Progress

Amazon S3 T
o . |
AWS Glue AWS Step Functions
\ I .Il
i T 1

F
I ETL Job Failed Fallback

Amazon Redshift

Y End ¢
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SHAl 18] @ A — Scaling

Schedule

e schodule  Scheduled Elastic Resizing
Mlschedules v | | Q v LB ETL A A[ZF (01A] - 06A]): dc2.8xlarge * 12
Schedule name v Schedule type W Next invocation (UTC) a Configuration v \/ O|=|-I _|?|_ A' 7|_|- (06A| _ 19A|) : dC2.8Xla rge * 3

etl-daily-up Recurring Apr 1, 2020 01:00 AM dc2.large | 12 nodes
v H|O|E M A[ZF(19A] = 23A]) : dc2.8xlarge * 6

etl-daily-down Recurring Apr 1, 2020 06:00 AM dc2.large | 3 nodes

etl-servingdata-up Recurring Apr 1, 2020 07:00 PM dc2.large | 6 nodes

etl-servingdata-down Recurring Apr 1, 2020 11:00 PM dc2.large | 3 nodes




SHAl 18] @ A — Scaling

- Auto WLM(R 3 ZE £Z[) + QMR
v fI3E2E EAEA s A HE L7848
« ETL_User
« BI_Report_User
« Analytics_User
v WLM 2 E = AutoZ X|F(7|2%))
v QIAZEQ W2 AESO2 E|AAT HELEE A

Queue 1

Memory (%) Conc
Auto Autc

Query priority
High

User groups

ETL_User

» Query monitoring

Queue 2

Memory (%) Concurrency on main  Concurrency scaling mode

Auto Auto

Query priority
Normal

User groups Query groups

Report_User

» Query monitoring rules (2)

¥ Query monitoring rules (2)

Rule names

Predicates Actions

Long_running_query_R Segment execution change query priority

eport

time (seconds) > 30 To Low
CPU usage (percent) >
20

Query_returns_a_high_ Return row count (rows)

number_of r

> 100000
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