


EMR =:H
oS|Iz L

M-S

SR M= o7|HE

AWS Korea

dwsS SUMMIT
] ONLINE



Agenda

e Spark 2 EE X[H3}

» Spark on EMR 85 Z[& 3} &0t

 EMR Runtime for Apache Spark

- Apache Hudi - 2|2 E 2|2 2| §|O|E Update, delete, insert
 EMR Managed Resize

» Spark Job C|H 1 Sl E L] E1 %'% 2|5t Off-cluster Spark Log £t
» Lake Formation Xf EMR &

» Docker 2t8 0| Al Spark 0153\71\0\)5 H & 715







22| S =51E - Amazon EMR

Analytics and ML at scale « AFEl 2|AA(Amazon EMR) 2fF

—
o
o WQot0r30 SIAF =
AmazonEMR doot = 0rgo| L E2 2 IS
 Z|Al Open-source = 2|# 0| M

» AwsHi 22t 7| s1t ST

Data lake

» At ALHOOE, S 7t

olr

0Z

« QE AF Y= S5l Elastic 2F +
=
(@)

St Jhz4 = 7t

-] O
.—j'Q—EOI-J_I—rI:IE = T3

—



Amazon

-M

[ES]

}( APACHE

2 MXn

et

Applications

Framework
Process Layer

Data Layer

Infrastructure



Amazon

-M

Amazon
EMR



Amazon

-M

¥

PACHE

mxnet.



MR £ E 7

OAE L&
S| AE T
NameNode2} JobTracker =&t

Amazon EMR cluster

I L E
& AAlZ {2 Task tracker
St= 0| A12| DataNode
EfAE L CE

Task trackerZF A X|

Z=Z HDFS Si&




Stateless =2 2{AE OF7[HI] A

Data Catalog EE= RDS)

. WHEA AIZISHD B XS 4

- SA0| 2] S LH7FS3 MO &

2 & 75

= AH QF0] HEfAE O FX|(Glue

e,
o
=
=]

Remote metastore

s

AWS Glue

Amazon RDS Data Catalog

w

N

”
v

S
S

N

S

Amazon
Redshift

s

‘/
= 177"

Amazon
Athena

N

<

AWS Glue



Stateless S 2{AH O 7| &I HEA

Old clustering/localized model Amazon EMR decoupled model
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Spark M| 22| ++8

yarn.nodemanager.resource.memory-mb : AAFEH AN Q| Z2| HE2| EH
spark.executor.memory : AAFTE{ 7} Job HMO| AMES = = 022 EY
spark.shuffle.memoryFraction : X & A0 A /A FEL} RDD O|O|E MO AHEE H[E
spark.storage.memoryFraction : & 2 &l 2 2|0 M H|O|H X &0 AtEE H|=
spark.yarn.executor.MemoryOverHead : VM Zt& Q| EE Q|| & ZRA| =X Tt5

yarn.nodemanager.resource.memory-mb
Maximum Amount of Physical Memory for Executor Container

N X X X

Executor Container

spark.executor.memory (Java Heap)

spark.yarn. :

executor.MemoryOverhead ' :

(384M or 10% of |
spark.executor.memory)

3B Storaga for data required for Storage for Cache Storage for Data Structures, Storage for

Storage for off-heap memory that accounts Task Execution. Shuffie, Metadata and Safeguarding running Executor
for things like VM overheads, intemed Join, Sort. Aggregate Broadcast, Accumulator against OOM
strings, other native overheads
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Spark Y AZE XXt (1/2)

Spark 2 l2 2HtX © 2 Cf2FO| §|O| & Memory 7|29 2| AAOf| M
it = A X 2|3l OfF ot= KT ALY = ZHEIL,

- L2l H|O|E 2 HOoA ET5t= HO|HE =0 F= 20| /1d &2
v Z|MO| O|O|H LBl =& - Apache Parquet compressed by Snappy(Spark 2.x2| 7| 24X
v O[O|H A7H HLR|Z Z[AZ} L}, - Hive partitions, Bucketing, Push Down, Partitioning Pruning
v 578 LtE|H 0| Data Skew 7 & dot™ LE|-ME 7|0 Cfct 127} 2R

- AB VISt SE{AHL HE 2| E 2ot 28O = AME
v A HIHSHA AR K| = O[O|H & 22|06 7H+|2HEE. - dataFrame.cache()
v HIAZE0| METSpark 24t X|d Sl F OF 2.

v MY S0 Hehot THE[M AFO| == BB SHEY, - spark.sql.files.maxPartitionBytes
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M Z 21 repartioning & 7?’8 H| & 0| H|A 2 Ij E1|O|*:|O| 02 XA EE2 Job 2L EHE
Spark 2.3 0|2 7| & &= Q2 SortMerge(Z 2T Z} 0| Allo] M&O| E ), Broadcast Hash

Sin2]
2012 CHa HO| =8| AFO|=7F 3 A XtO[Lt= 8 2 ? 98, E95 10Mb 0|2 HO| 2 At5
Broadcast, 2°8= &5l HE 7Is spark.sql. autoBroadcastJmnThreshold

E|O| = ARO[ =0 e} =9 =X F HEot0 T2 O|Oo|H EE &X| - Join Reorder

. ZAE FEOF XA S0 2t MASHSA Has X

v
v
v

AAFEH M 24 --num-executors
AAFHE Q| Z0l4= 27 --executor-cores
AAFHO 22 27| & HE --executor-memory

%%configure

{"executorMemory": "3072M", "executorCores": 4, "numExecutors":10}

ﬁEE‘X‘ ML i‘Xﬂgl.
v Olo[H &#& E'E ol £ @ 7X|0f 3#| HDFS, EMRFS(S3) 28 M &t



Sparkl| =2 M2 O|F 7 (1/2)

. AtHt 2l 22| 2= 22 - Spark instance =, executor memory, core<
s0| = ZQ I31|O|E1 NMeElg = A= d8EX e 8F

LS —

WARN TaskSetManager: Loss was due to

java.lang.OutOfMemoryError java.lang.OutOfMemoryError: Java heap space

- =c| 22| =4 - ZH[X| 2824810 £2 A LE B = oASH= O
4 Q5 M| 22| E Spark executor QIAE AN M AR 4= Qe B2
Error: ExecutorLostFailure Reason: Container killed by YARN for exceeding limits. 12.4 GB of 12.3 GB

physical memory used.
Consider boosting spark.yarn.executor.memoryOverhead.

Error: ExecutorLostFailure Reason: Container killed by YARN for exceeding limits. 4.5GB of 3GB
physical memory used limits.
Consider boosting spark.yarn.executor.memoryOverhead.
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Sparkl| =8 M2 2| O|fF 7 (2/1)
» 7h O 22| =1 - 7HH[X| AR 22 AL - A S aA5t= O
Lot 22| E Spark executor AAHANM AL = Bl= 4%

Container killed by YARN for exceeding memory limits.

1.1gb of 1.0gb virtual memory used. Killing container.

. AAFEH 22| &1t - Spark executor S2|& H 2 2|7F YARNO| A &St
H 22| & =100t 8%

Required executor memory (1024+384 MB) is above
the max threshold (896 MB) of this cluster!

Please check the values of 'yarn.scheduler.maximum-allocation-mb' and/or
'varn.nodemanager.resource.memory-mb




Spark M| 2| 2H&H =8 Ll B 28 Ard|

+ EMRO| A= spark-defaults 4f= Soll 7| 24f 2730| &[0 A2 L}
MUt o2 S ™ E 222 QI O Z2[AH 0| M0 SHAH TX|

- - "1

ds= AEoIX| XotE2 7t 20| 228,

- Spark 7+‘d Hf2f0| H

v

D N N NN

N

spark.executor.memory - 2 3= 2 d5t= 4 YAFHO| AFER K2 2|2 27| Y L.
spark.executor.cores - QAT EHO| 2= 7t 202 =i LY.

spark.driver.memory — E2}0|H{0f| AfE& 02 2[2| A 7| LY.

spark.driver.cores - E2tO[H 0| ArE&E 7He 2O Q| = QIL| L.

spark.executor.instances — 2AA 7 E Q| = L|C}. spark.dynamicAllocation.enabled”?| true=
28 = BF 20= of mtefo|HE 278 L Ct.

spark.default.parallelism — AF& A7 OHE|H =F EE05FK| %= M join, reducdByKey 3
parallelize?t &2 H2H0|| o[ Hr=t=l RDD2| LHE|M 4= 7| 24X &I LI T,

\J
>




Spark M| 2| 2H&H =8 Ll B 28 Ard|

- r5.12xlarge(48 vCPU, 384 Gb H| 2 2|) OkAE 1LY, r5.12xlarge 2 - =
1902[ EMR 22| £HZ S30| X g &l 10TB H|O|H X 2| 25
v AAFHE 5719 vCPU 2 spark.executor.cores = 5 (vCPU)
QIABEAE AAFREH AL (48-1) /5=9
CIAEHA I 22| 384Gb T 90% = Zf AAFEHO| & spark.executor.memory = 42 * 0.9 = 37
OF 10%+= 2t A7 E{ 2| OverheadOfl &% spark.yarn.executor.memoryOverhead =42 *0.1 =5
C2lOo|H M 22| = LA REt 5 LS spark.driver.memory = spark.executor.memory
MA dAFE =& spark.executor.instances = (9 * 19) - 1(=2t0|H{ ) =170
HHKNE| 4+ spark.default.parallelism = 170(Y A7 E %) * 5(20{%=) * 2 = 1,700

NN N X X X




Spark configuration H-4 B
dol7| #el

Spark configurations H 4 o 2
W= H8ot= A|E0| et 13 EH =27} 718 =A 2 F

1. SparkConf2| Set 2f=E 0| &5} RuntimeOl| A 27 4= H Gt

0{ 2| 7HX| 7} 9O Lt 2422 config
=IC}

—

conf = spark.sparkContext._conf
setAll([('spark.executor.memory’, '4qg’), (‘'spark.executor.cores','4')),('spark.driver.memory’,'4g’)])

spark.sparkContext.stop()
spark = SparkSession.builder.config(conf=conf).getOrCreate()

2. spark-submit= S5l 2°84t= MEHTHC

./bin/spark-submit --class org.apache.spark.examples.SparkPi --master yarn --deploy-mode cluster
--executor-memory 20G \ --num-executors 50

3. conf/spark-defaults.conf It ¥ S &N =X SICt.

spark.executor.memory 18971M

spark.executor.cores 4
spark.yarn.executor.memoryOverheadFactor 0.1875




“MR CIAEIA HIZE| C )é—)l B

== 9| Edit software

. Spark & Yarn?| 8 I R
Load JSON from S3 7| 52 £}

settings 2 == Soll &

Software Configuration

Release emr-5.29.0

«| Hadoop 2.8.5 Zeppelin 0.8.2 Livy 0.6.0
JupyterHub 1.0.0 Tez 0.9.2 Flink 1.9.1
Ganglia 3.7.2 HBase 1.4.10 Pig 0.17.0
Hive 2.3.6 Presto 0.227 ZooKeeper 3.4.14
MXNet 1.5.1 Sqoop 1.4.7 Mahout 0.13.0
Hue 4.4.0 Phoenix 4.14.3 Oozie 5.1.0
Spark 2.4.4 HCatalog 2.3.6 TensorFlow 1.14.0

Multiple master nodes (optional)
Use multiple master nodes to improve cluster availability. Learn more [

AWS Glue Data Catalog settings (optional)

Use for Hive table metadata ©

Use for Spark table metadata ©

Edit software settings ©@
@ Enter configuration Load JSON from S3

classification=config-file-name,properties=[myKey1=myValue1,myKey2=myValue2]




EMR S2{AEH #d

{ "InstanceGroups":[
{ "Name":"AmazonEMRMaster",
"Market":"ON_DEMAND",
"InstanceRole":"MASTER",
"InstanceType":"r5.12xlarge",
"InstanceCount":1,
"Configurations":[
{ "Classification": "yarn-site",
"Properties":
{ "yarn.nodemanager.vmem-check-enabled": "false",
"yarn.nodemanager.pmem-check-enabled": "false" } },
{ "Classification": "spark",
"Properties”:
{ "maximizeResourceAllocation": "false" } },
{ "Classification": "spark-defaults",
"Properties”:
{ "spark.network.timeout": "800s",
"spark.executor.heartbeatinterval”: "60s",
"spark.dynamicAllocation.enabled": "false",
"spark.driver.memory": "21000M",
"spark.executor.memory": "21000M",
"spark.executor.cores": "5",
"spark.executor.instances": "171",




RS HAE 3 Of|A|

"spark.memory.fraction": "0.80",

"spark.memory.storageFraction": "0.30",

"spark.executor.extraJavaOptions": "-XX:+UseG1GC -XX:+UnlockDiagnosticVMOptions
-XX:+G1SummarizeConcMark -XX:InitiatingHeapOccupancyPercent=35
-verbose:gc -XX:+PrintGCDetails -XX:+PrintGCDateStamps
-XX:0nOutOfMemoryError="kill -9 %p"",

"spark.driver.extraJavaOptions": "-XX:+UseG1GC -XX:+UnlockDiagnosticVMOptions
-XX:+G1SummarizeConcMark -XX:InitiatingHeapOccupancyPercent=35
-verbose:gc -XX:+PrintGCDetails -XX:+PrintGCDateStamps
-XX:0nOutOfMemoryError="kill -9 %p"",
"spark.yarn.scheduler.reporterThread.maxFailures": "5",

"spark.storage.level": "MEMORY_AND_DISK_SER",

"spark.rdd.compress": "true",

"spark.shuffle.compress": "true",

"spark.shuffle.spill.compress": "true",

"spark.default.parallelism": "3400" }
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Spark on EMR ‘d& XMzt 7| & E

. HIO|E{Q| A 7|2} 21 O| AFO|=0f MASH M 22| 20| 7F= St instance
type= MEH(Z 2 vCPUE 7I7% c Ef?:l CIAEA CTHH| m /r Ef R
CIAE AT FH|O| K 22| & 7+H)

. A HHEO| EMR HH S AFEStC} (&4 5.24.0 0| &) H{ 8 5.28 O|=0{&=
EMR Runtime for Apache SparkO| Z3tL|0f R0 H& k4t

. ZIMHOI NS A MBS QoM YARE SN0 o HmE| MY HAO)
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Spark on EMR ‘d& %|A 3} (1/5)

- Dynamic Partition Pruning - # 2| L& HO| &= EL} *§F5f71| HERSHO]
AE 2| X0 312 ME[ot= HO|HE & &0 =0 A[ZHdf 2[AA FOf

v Spark Properties : spark.sql.dynamicPartitionPruning.enabled (EMR 5.24 O|2 ALE 7+,
526 0|2 7| =X 22 243}

v of2fe| H2|o|M SH o2 TE|NY E BlO|EO] HOIS E01F0], Where M| Z710j G
ol 0| E{ Bt TEJ 2 0] ‘North America’ @ 2{0fl ot THE[M T O] E{2F 2O{ A X2

select ss.quarter, ss.region, ss.store, ss.total sales
from store_sales ss, store_regions sr

where ss.region = sr.region and sr.country = 'North America'



Spark on EMR A5 x| &3} (2/5)

- Flattening Scalar Subqueries - Ct=7i{2| M E 22| Z SILIZ St T4rd, =

M=2 SEAL
oo= oo

v Spark Properties : spark.sql.optimizer.flattenScalarSubqueriesWithAggregates.enabled (EMR 5.24 O| 2 AIE
’ts,5.26 0|2 7| 282 =2 &4}

v St A S AMEote Lo 2Z e HE S ofLte| He|2 SEore 2o}

L®
0x
olr
[ujo
-9.'3
>

)\H L _| E| */
select (select avg(age) from students /* Subquery 1 */
where age between 5 and 10) as groupl,
(select avg(age) from students /* Subquery 2 */
where age between 10 and 15) as group?2,
(select avg(age) from students /* Subquery 3 */
where age between 15 and 20) as group3

/* Z| Mot =l FHe| */
select c1 as groupl, c2 as group2, c3 as group3
from (select avg (if(age between 5 and 10, age, null)) as c1,
avg (if(age between 10 and 15, age, null)) as c2,
avg (if(age between 15 and 20, age, null)) as c¢3 from students);




Spark on EMR S %| X3} (3/5)

- DISTINCT Before INTERSECT - Intersect A2 A| AFSAE O E Left semi
join2 2 3t Distinct 84S Intersect SH org% #_ | 8lo] M SEAL

v Spark Properties : spark.sql.optimizer.distinctBeforelntersect.enabled (EMR 5.24 O|2 A&
’ts,5.26 0|2 7| =X 22 243}

/¥ HE FHel +/

(select item.brand brand from store_sales,item
where store_sales.item_id = item.item_id)

intersect

(select item.brand cs_brand from catalog_sales, item
where catalog_sales.item_id = item.item_id)

/* = At FHE| */
select brand from
(select distinct item.brand brand from store_sales, item
where store_sales.item_id = item.item_id)
left semi join
(select distinct item.brand cs_brand from catalog_sales, item
where catalog_sales.item_id = item.item_id) on brand <=>c¢s_brand




Spark on EMR ‘85 Z[& 2} (4/5)
. Bloom Filter Join - AH0|| A E =l B
A

loom Filter& &0off 2| Cf& G| 0| & 2
%I%) = E EOEM-I

v Spark Properties : spark.sql.bloomFilterJoin.enabled (EMR 5.24 O| & AI& 7}5, 5.26 0|
|28 o2 &g}

v Otzhol FH2|o M =2l M0 sales H|IO| =0 A item.categoryZt 1, 10, 16 Of S| &sl= H|O|HE

=
X LEY o2 Z0 M52 0L S AL 4 2US

select count(*) from
sales, item

where sales.item_id = item.id and item.category in (1, 10, 16)




Spark on EMR ‘85 Z| X2} (5/5)
- Optimized Join Reorder - 2|0 B5{ A= HIO[Z2| =AF EH2}
IO 20 wher A8 BN &t 2 FHE[F BN =

v Spark Properties : spark.sql.optimizer.sizeBasedJoinReorder.enabled (EMR 5.24 O| 2 AI&
’ts,5.26 0|2 7| =X 22 243}

v Spark 2| 7|2 &2 2|0 Y= HIO|Z2=2| F0AM LEZCE X2 ZQI5t= AY.
v Of2fe| H 2|0 2 =9l &=A+= store_sales, store_returns, store, item 7=A{ 0| X| 2t

select ss.item_value, sr.return_date, s.name, i.desc,
from store_sales ss, store_returns sr, store s, item i

where ss.id = sr.id and ss.store_id = s.id and ss.item_id =i.id and s.country = 'USA'

store_sales 2 store (store0f| country 257 J 2 Z) 2,

v AN RO AW =M 1.

em =A 0|, Item0]| 2 E{7} =7t&| ™ itemO| store_returns EC} HXA =0l
olo
AA

store_returns 3. it
N EE



S3E &% Spark & &2t (1/2)

- EMRFS S3 Z[H2t=l 7{10[H ALE
v' Spark Properties : spark.sql.parquet.fs.optimized.committer.optimization-enabled (EMR
5.19 O|= At& 715,5.20 0|2 7| 2K o 2 2d3})
v 7|28 22 S3 multipart upload &M 0| 243} =l 2FEJO|| A Spark SQL / DataFrames /
Datasets Of| A| Parquet @A/ 2 M [ AR 7ts
HAE 2HF - EMR 5.19 (Master m5d.2xlarge / Core Node m5d,2xlarge * 8)
v Input Data : 15Gb (10071 2| parquet L} &)

AN

INSERT OVERWRITE DIRECTORY ‘s3://${bucket}/perf-test/${trial id}’
USING PARQUET SELECT * FROM range(©, ${rows}, 1, ${partitions});

Spark Insert Query Execution Time Spark Insert Query Time for EMRFS Consistent View

(4 billion rows with 100 partitions, Lower is better) (4 billion rows with 100 partitions, Lower is better)

AVERAGE TIME (SECONDS)

w
O
=
O
vl
o
I
wv
L
=
'_
L
G}
<
o
i
>
<

' 0
FileQutputCommitter V2 EMRFS S3-Optimized Committer FileOutputCommitter V2



Spark, Presto, Huve01|)\1 S3 Select E ES| 22 HO|H ZEHZUS s3 2fHO|A AFE K|
7I'5(EMR 5.17 O| 2 AtE 7t5)
CSV, JSON, Parquet L& A X| &l / Bzip2, Gzip, Snappy &= LY X|#
7|28 2l Where ZA0 M2l S AE 7|8e| EHE O =&, B 2|0 HA|Z|O{OF &
A, 20| et El HEHE 52 S3E FA|CHE E[X] =

HO|= 3 IO @ 4Al=2 Cr21r 20| Mo, 2| = A 9l Where =74 10F & oA A&

CREATE TEMPORARY VIEW MyView

(number INT, name STRING)

USING s3selectCSV

OPTIONS (path "s3://path/to/my/datafiles", header "true", delimiter "\t")

SELECT *
FROM MyView
WHERE number > 10;
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ML SEALS o185 ML XML E E
2.6Hi ‘=51t 1/10 742 £ Spark &5 Z[H 2} Runtime & EMRO| gt
Spark /A2 E £ d5 &= ?le Runtime L&

Runtime total on 104 queries (seconds - lower is better)

Al a0l M5 W B

e  7|= Runtime O|Z & X1} H{ D8} 2.6H s TkA

« 3 party 0| A] H|&5St= Spark I 7| X| CHH| 1.6 H5 29

Spark with EMR (without runtime) 26,478

3rd party Managed Spark (with their

runtime) 16,478

25
- 31 party 0| A X|S5t= Spark I 7| X[ CHH| 1/10 7+A

HE 58XM

Spark with EMR (with runtime)

10,164

0] 5,000 10,000 15,000 20,000 25,000 30,000

*Based on TPC-DS 3TB Benchmarking running 6 node C4x8 Q = A A A p dC h e S p d I‘k A P I 9|- 1 OOO/ 0 %l-

extra large clusters and EMR 5.28, Spark 2.4
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Improvements since last year (minutes)

427.68
169.41
113.13
46.28
Runtime for 102 TPC-DS queries Geomean for 104 TPC-DS queries

EMR 5.16 with Spark 2.4 ®m EMR 5.28 with Spark 2.4
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SparkE 28 Runtime?| x| & g} B
P

. Spark &Y M-S 2|5t £ A 9| configuration 4 Al &
CPU/disk ratios, driver/executor conf, heap/GC, native overheads, instance defaults
- OOl 41 g =2 H-d2f =X 3}
Dynamic partition pruning, join reordering
Query execution Z| & 2}

Data pre-fetch and more

Job startup 278 A&

Eager executor allocation, and more



Apache Hudi - &i|Z.E &2 2| | O] H
Update, delete, insert



Data Lake &

MySQL database

K __ 7
CED
N

A st

O

| —

B0AM2

Data Update 0|7

DEIERELG

Order ID | Quantity Date
01/01/2019
01/02/2019

01/01/2019
0022049

01/01/2019
01/02/2019
01/01/2019
01/02/2019

1.

Latest snapshot of data

2. Historical view

3. Incremental processing

4. Low end-to-end SLA

\




Uber@| AKX 20|24 - Incremental Update

Past Years

Last Month
- B

o I B N
~ Last Week

1 1 1 1
l I 5 1

Yesterday

] . N
Uber Trips Store b 1 B 1

Today

- 1 1 |
B New Files Files Affected

" Unaffected Files | |
] Updated Files Y




Uber@| X 727 0|£ - Cascading
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=

Uber Trips Store

- New Data

~ Unaffected Data
- Updated Data
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Slow Data Lake O|++

0§ 2 HbaseO|| &GOl E =l 500GB G|O|E S
O|= O|O|E gf|0|=0f BtHSI7| 2|l AX|

120TB O|O|E{ & X 2|, 8A|ZI0] A

PGk spark’
120 TB HBase table <ulll recorUE
ingested every 8 hours; >

Actual change < 500GB every 6-8 hours

Updated / r\/@w\_
Created rows = — .55 E — W =
from databases f— Data Lake —

Raw Tables Derived Tables

%y Parquet

Amazon S3

| |
Streaming data Big batch jobs




Apache Hudi (Hadoop upserts and incrementals)

- AIp3 7|8tO [{|O|F £t2| 2 0]0f

+ S3, Hive metastore2} 22t

7|.i Normal Table

o (Hive/Spark/Presto)
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=ofl Oo|8 FHE| 7t

e Hudi CLI, DeltaStreamer,

Hive Catalog Sync®@ Z2 Changelog [ > udi | [ haneelo
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Hudi Storage types & Views - Copy on Write

Storage Type: Copy On Write
Views/Queries: Read-Optimized, Incremental

Commit
time=0

File O

Insert: A, B, C, D, E A B

File 1
C,D

File 2

Read-Optimized A,B,C,D,E
Incremental A,B,C,D,E



Hudi Storage types & Views - Copy on Write

Storage Type: Copy On Write
Views/Queries: Read-Optimized, Incremental

Commit Commit
time=0 time=1
File O File O’

Insert: A, B, C, D, = A, B A', B

Update: D=>D’, A=>A' » F(':leD1 F(l:leD1'
File 2
=
Read-Optimized A,B,C,D,E A',B,C,D',E

Incremental A,B,C,D,E A',D’



Hudi Storage types & Views - Copy on Write

Storage Type: Copy On Write

Views/Queries: Read-Optimized, Incremental

Commit

time=0

Insert: A B, C, D, E FAleBO
Y Y S File 1
Update: D=>D’, A=>A » -
Update: E=>E' A'=> A" » File 2

Insert: F E
Read-Optimized A,B,C,D,E

Incremental A,B,C,D,E

Commit
time=1

File O’

A’ B

File 1
C, D’

A'B,C,D'E
A'D’

Commit
time=2

File 2’

E', F

A",B,C,D"E",F
A”,E’, F



Hudi Storage types & Views - Copy on Write

Storage Type: Copy On Write
Views/Queries: Read-Optimized, Incremental

CHH| At A R17F?

—
- I A 0| HIO|E YOOI EZ ?ISiA HA| HIO|=/IHE|A = ChA[ 27 2

A QARSI S20] ST, LEAYA DAS X|X| %S

- O|O[E& 7} O|0] Parquet Lt &2 FBEIZ XN L0 A= [
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Hudi Storage types & Views - Merge On Read

Storage type: Merge On Read

Views/Queries: Read Optimized, Incremental, Real Time

Commit
time=0

File O
Insert: A, B, C, D, E A B

File 1
C,D

File 2

Real time A,B,C,D,E
Incremental A B,C,D,E
Read-Optimized A,B,C,D,E



Hudi Storage types & Views - Merge On

Storage type: Merge On Read

Read

Views/Queries: Read Optimized, Incremental, Real Time

Commit
time=0

File O
Insert: A, B, C, D, E A B

Update: D=>D’, A=>A’ » o

C,D

File 2
=

Real time A,B,C,D,E
Incremental A B,C,D,E
Read-Optimized A,B,C,D,E

Delta Commit

time=1

Log O
AI

Log 1
DI

A',B,C,D',E
A'D’
AB,CD,E



Hudi Storage types & Views - Merge On Read
Storage type: Merge On Read

Views/Queries: Read Optimized, Incremental, Real Time

Commit Delta Commit Delta Commit
time=0 time=1 time=2

File O Log O Log O
Insert: A, B, C, D, E A B A’ A’
A"

Update: D=>D’, A=>A’ »

File 1 Log 1
Update: E=>E' A'=> A" » ¢ D D
Insert: F File 2 Log 2
Compaction » E =F
Real time A,B,C,D,E A'B,C,D',E A",B,C,D",E',F
Incremental A,B,C,D,E A',D’ A"E, F

Read-Optimized AB,CD,E A,B,C,D,E AB,CD,E



Hudi Storage types & Views - Merge On Read

Storage type: Merge On Read

Views/Queries: Read Optimized, Incremental, Real Time

Commit
time=0
File O
Insert: A, B, C,D, E A B
Update: D=>D’, A=>A’ » .
Update: E=>E' A'=> A" » S 2
Insert: F File 2
Compaction » E
Real time A,B,C,D,E
Incremental A,B,C,D,E

Read-Optimized A B,C,D,E

Delta Commit

time=1

Log O
A'

Log 1
DI

A',B,C,D',E
A'D’
AB,CD,E

Delta Commit Compaction
time=2 Commit 4
Log O File O'
A A", B
AI'
File 1’
C, D’
Log 2 File 2
E'F E',F
A" ,B,C,D',E'F A" B,C,D',E'F
A" E' F
A,B,C,D,E A" B,C,D',E'F



Hudi Storage types & Views - Merge On

Storage type: Merge On Read

Views/Queries: Read Optimized, Incremental, Real Time
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Hudi DataSet Sample Code

- Hudi Data Set M &= 2|2t A7 - Storage Type, Record Key, Partition Key

/ skokokskokskokskokskokskokskskokskkskskskokokoksk ok sk ok sk ok ok skskoksk sk sk sk sk sk ok sk ok skokskok sk skk ok sk skk sk ok ok
Our Hudi Options for our Product Reviews Dataset.
skokskokokskokakokskokskokskokskskskskkskokokokskokskskskokskokokakskokskskskokskskokskokskokskokskakskokskskkskokok /
val hudiOptions = Map[String,String](
HoodieWriteConfig.TABLE_NAME -> hudiTableName,

//For this data set, we will configure it to use the COPY_ON_WRITE storage strategy.

//You can also choose MERGE ON_READ
DataSourceWriteOptions.STORAGE_TYPE_OPT_KEY -> "COPY_ON_WRITE",

//These three options configure what Hudi should use as its record key,
//partition column, and precombine key.
DataSourceWriteOptions.RECORDKEY_FIELD_OPT_KEY -> "review_id",
DataSourceWriteOptions.PRECOMBINE_FIELD_OPT_KEY -> "timestamp",
DataSourceWriteOptions.PARTITIONPATH_FIELD_OPT_KEY -> "review_date",




Hudi DataSet Sample Code

. Hudi Data Set @Al 9 2 s30{| X% - Bulk Insert

/%3 sksokokokarokokskskskskokskokakokskskskokskokokkakokskskskskokokokkokok sk skskkkkokakokskkskskokskokokokokkkskkokskok
Lets write our input dataset to Hudi.
sokskesksksokokkakokksksksksokokokakakokskskoksokokakokskokskskskstokskokakokskskskokskskokskokakkokskskskskskokkakokskokokskok /
(sourceData2015.write

.format("org.apache.hudi")

.options(hudiOptions)

//0peration Key tells Hudi whether this is an Insert, Upsert, or Bulk Insert operation
.option(DataSourceWriteOptions.OPERATION_OPT_KEY,
DataSourceWriteOptions.BULK_INSERT_OPERATION_OPT_VAL)

.mode (SaveMode.Overwrite)
.save(hudiTablePath))




Hudi DataSet Sample Code

 Hudi Data Set @42 2 N2 El 0| & 2 Y50 SparkSQLE F

/%% skkskkskokskakskokskakokkokkskakskokokkokokokokokkokkokok koK
Querying Hudi data is easy. We set the format to "org.apache.hudi"
skokskokskskskskokokskskskokskokokskskokskokskokskokskokskokskkokkkok koK /
val readOptimizedHudiViewDF = (spark.read
.format("org.apache.hudi")
. load(hudiTablePath + "/x/x/%x/x")
.cache())

/KK skokskokokokskkokoksk kR okok ok sk skok sk sk skok sk sk sk ok ok sk sk sk sk ok Kk

Lets take a look at our data. Lets say someone says there is something odd going on with star ratings.
skokskokskakskokskokskokskokskokokskskokskokskokskokskokskokskskokkskokskok /

readOptimizedHudiViewDF.registerTempTable("amazon_product_reviews_raw_ro_table");
spark.sql("""select star_rating, count(x) from amazon_product_reviews_raw_ro_table
group by star_rating order by star_rating ASC""").show()




Hudi DataSet Sample Code

- HEAE= BHIOIE/AK of7] ?[oiA H< CIOIH S &-33t% Append

/%K skkskokskskskokskskokskskokskskokskskkokokokskskokkkokokk ok
Before, if you wanted to update data in S3, you had to read the old data, merge with the new data,
and then overwrite the old data. Now, with Hudi, you can directly update the data in-place.
skokokskskokskokokskskokskskokskskokskskokskskkokskokskkokskskokokskok /
(upsertdf.write

.format("org.apache.hudi")

.options(hudiOptions)

.option(DataSourceWriteOptions.OPERATION_OPT_KEY,

DataSourceWriteOptions.UPSERT_OPERATION_OPT_VAL)
.mode (SaveMode.Append)
.save(hudiTablePath))

//Deletion
(deleteRowsDf.write
.format("org.apache.hudi")
.options(hudiOptions)
//We set the operation to UPSERT
.option(DataSourceWriteOptions.OPERATION_OPT_KEY,
DataSourceWriteOptions.UPSERT_OPERATION_OPT_VAL)
//We set the Payload Class to be empty record
.option(DataSourceWriteOptions.PAYLOAD_CLASS_OPT_KEY,
"org.apache.hudi.EmptyHoodieRecordPayload")
.mode (SaveMode.Append)
.save(hudiTablePath))
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-MR Managed resize

Load patterns

Managed Resize Cluster: Start: 1 Node, (Min->Max) : (1,5##0 nodes) = ( 16 -> 320 vCpu) th 3h 12h 1d 3d 1w custom (2w) - ' Line

Mo unit Mo uni

200

05:40 05:45 05:50 5 100 06:05 0€:10 06:15 06:20  08:25 630 0835 06:40 0845 06:50 07:05 0715 0720

4 _Core_Running vCpu @ 3_Core_Requested vCpu B ContainerPendingRatio Il ContainerAllocated




-MR Managed resize

Requested scale

Managed Resize Cluster: Start: 1 Node, (Min->Max) : (1-> 20 nodes) 46 -> 320 vCpu) th 3h 12h 1d 3d 1w custom (2w) - ' Line

Mo unit Mo uni

200

05:40 05:45 05:50 5 100 06:05 0€:10 06:15 06:20  08:25 630 0835 06:40 0845 06:50 07:05 0715 0720

4 _Core_Running vCpu @ 3_Core_Requested vCpu B ContainerPendingRatio Il ContainerAllocated




-MR Managed resize

Scale down

Managed Resize Cluster: Start: 1 Node, (Min->Max) : (1-> 20 nodes) = ( 16 5”320 vCpu) Th 3h 12h 1d 3d 1w custom (2w) - Line

Mo unit Mo uni

200

05:40 05:45 05:50 5 100 06:05 0€:10 0615 06:20  06:25 06:30 0835 06:40 0845 06:50 0B:55 07:00 07:05

4_Core_Running vGpu @ 3_Core_Reguested vCpu ® ContainerPendingRatio @ ContainerAllocated
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“MR Managed resize (H|Ef

63% savings compared to fixed 20-node cluster

Managed Resize Cluster: Start: 1 Node, (Min->Max) : (1-> 20 nodes) = ( 16 -> 320 vCpu) Th 3h 12h 1d 3d 1w custom (2w) - Line

Mo unit Mo uni

200

05:40 05:45 05:50 5 100 06:05 0€:10 0615 06:20  06:25 06:30 0835 06:40 0845 06:50 0B:55 07:00 07:05

4 _Core_Running vCpu @ 3_Core_Requested vCpu B ContainerPendingRatio Il ContainerAllocated




Spark Job C|H & {HHESHA| o=
Off-cluster Spark History Service



Oft-cluster persistent Spark History Service

Amazon EMR Clone AWS CLI export

| Clusters Cluster: DO NOT TERMINATE Parag Test  Terminated Terminated by user request

Security configurations
Summary Application history Monitoring Hardware Configurations Events Steps Bootstrap actions
Block public a

WVPC subnets Connections:

Events Master public DNS: 2 0-84-2 mpute-1.amazonaws.com SSH

MNotebooks
History service: rer UL [4  (SSH tunneling not required)
Git repositories
Tags:
Help

Summary Configuration details
ID: ]-30DPTHGROJPUA Release label: emr-5.27.0
Creation date: 2019-10-25 13:30 (U .
End date: 20
Elapsed time:

After last step Clustery
completes:
Termination Off EMRFS consistent D
protection: view:
Custom AMI ID: --

What's new

Network and hardware Security and access




Oft-cluster persistent Spark History Service

Amazon EMR Clone AWS CLI export

| Clusters Cluster: DO NOT TERMINATE Parag Test  Terminated Terminatea by user request

Securty configurations
Summary Application history Monitoring Hardware Configurations Events Steps Bootstrap actions
Block public access

VPC subnets Connections: Sﬁ‘tirk 244 ta Storage Environment Executors livy-session-18 application U

Events Master public DNS:

MNotebooks (2)
History service: Spark Jobs

Git repositories

TE_QS' User: livy
Help Total Uptime: 1.0 h

Scheduling Mode: FIFO
What's new Summary
! + Event Timeline

ID: ]-30DPT .
Enable zooming

Creation date: 2019-10-
End date: 2019-11- Frecutors St el Executor 5
Added

Elapsed time: 4 weeks | g0 o g Executor 2 added Executor 3

After last step Clusterw Executor 4 added
completes:

Executor 6 removed

- : . Executor § added Executor 4 removed
Termination Off

protectic-n: Executor 5 added _E:-cecutorQ removed

Executor driver added Executor 3 added Executor 1 removed

Network and hardware Jobs
ilabili Succeeded
| Failed

Running

0 5 0 5
23 November 02:11 23 November 02:12




« SSH= &°f OfAH = E X & 4 EZ(/mnt/var/log)
21 2ol

+ EMR ConsoleO|A] Spark history s

unning e
Spark history server Ul [4]

Se rve r U I % % -6H %I- Ol_l High-level application history

Information about completed Spark application

YARN applications (9)
Filter: Al applications K Filter applications
Application ID Type
» application_1581394535946_0009  Spark
® » application_1581394535946_0008 Spark

Go to quick options

Step 1: Software and Steps General OptiOﬂS

Step 2: Hardware Cluster name My cluster

¢ Logging ©
| Step 3: General Cluster Settings

S3 folder s3://aws-logs-205756070026-us-east-1/elasticmapreduce/ Mg

er Ul to view scheduler stages an

ing clusters or for
(SSH tunneling not required)

s is shown up to seven days. Lear

9 applications

Action
livy-session-8
livy-session-7

MR O} Z2|#|0|M 21 off-cluster &

Amazon EMR, HadoopO|AM= S22 EH 2| AEfQI 0{=2|# 0]
MBI 7| E™Mo =z Df*'ﬂ LB 7|55 L= I'_f 0| =2t9l

off 212

n more [4

(all loaded) C'
Status
Succeeded
Succeeded

d tasks, RDD sizes an
up to 30 days for termin

d memory usage, environm

ated clusters. Learn more [

Start time (UTC+9)
2020-02-12 17:12 (UTC+9)
2020-02-12 15:56 (UTC+9)

ental informatio

Duration
26h
2.2h



FMR O1E2|A|0|/4 21 &2 7|

EMR S2{2H dSA OrAE L EO] 2715 S30| Mg 278 /IS, MEE
E 1= Athenas Sof EAM

CREATE EXTERNAL TABLE “myemrlogs ( data string COMMENT ‘from deserializer’)

ROW FORMAT DELIMITED

FIELDS TERMINATED BY |’

LINES TERMINATED BY '\n’

STORED AS INPUTFORMAT ‘'org.apache.hadoop.mapred.TextInputFormat'
OUTPUTFORMAT ‘'org.apache.hadoop.hive.ql.io.HivelgnoreKeyTextOutputFormat'’
LOCATION 's3://aws-logs-123456789012-us-west-2/elasticmapreduce/j-2ABCDE34F5GH6'

0l - ERROR, WARN, INFO, EXCEPTION, FATAL %+ DEBUGO| L e Namenode O Z2|A|0|M 21 e

SELECT "data", "$PATH" AS filepath FROM "default"."myemrlogs" WHERE regexp_like("$PATH",'namenode') AND
regexp_like(data, 'ERROR|WARN]|INFO|EXCEPTION|FATAL|DEBUG') limit 100;

0fl - ¢ job_1561661818238_0004 X Failed Reducesd| Ll ¢ Hadoop-Mapreduce TtE| M 3 2

SELECT data, "$PATH" FROM "default"."mypartitionedemrlogs" WHERE logtype="hadoop-mapreduce' AND
regexp_like(data,'job_1561661818238_0004|Failed Reduces') limit 100;
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Docker 2H-80f| A Spark application
A%l - EMR 6.0.0(Beta)



Hadoop 3.00| A Docker X| &

Hadoop 3.1.0, Spark 2.4.3 £ X| &, EMR 6.0.00| A X| & A[%f

+ EMRO|A Dockers S8 =M L1 €42 8 8= 7HE = QULL
S&d 44 - HE Zo|E 82| ef O E2|A 0|8 e| H5d= EE|slE L.
MNEE Y -2 SHAHON M Ct= S| EMRO|LE O] Z2[AH| 0| Al 75
D144 BA - MBS MO ATEY O AL Bl AE 51T A
& T3 O|AMY - AFBAF 29 2t 8= HE0MA| 0 02 OSO|A| A




Docker Registry MEH &M K|S

Public subnet
.+ Q=2 S5 YARNO|M Docker Hub®t 22 57 2|IHX| E2|E MEiSH C|EE

EMR
Cluster
Hosts

docker pull hadoop-docker ker docke docl:e doci:e

Private subnet
. AWS PrivateLinkE £5l Amazon ECR 2|IIX|E2| HEE £t C|E 20| X| &

-

‘_ EMR
N || Cluster
Amazon ECR (¢ AWS PrivatelLink Hosts @
docker Qf dOCkQ

docker pull hadoop-docker




Docker& O|&%tEMR 224

[+ 1} 20| container-executor.json Lt =95l EMR 6.0.0
(HIEN) S 21A2HEZ A& 7ts

[ { "Classification": "container-executor",
"Configurations": [ {
"Classification": "docker",
"Properties": { "docker.trusted.registries": "local,centos, your-public-repo,123456789123.dkr.ecr.us-east-
1.amazonaws.com”,
"docker.privileged-containers.registries": "local,centos, your-public-repo,123456789123.dkr.ecr.us-east-
1.amazonaws.com" } } ]} 1]

$ aws emr create-cluster \

--name "EMR-6-Beta Cluster" \

--region $REGION \

--release-label emr-6.0.0-beta \

--applications Name=Hadoop Name=Spark \

--service-role EMR_DefaultRole \

--ec2-attributes KeyName=$KEYPAIR,InstanceProfile=EMR_EC2_DefaultRole,Subnetld=$SUBNET_ID \

--instance-groups InstanceGroupType=MASTER,InstanceCount=1,InstanceType=$INSTANCE_TYPE
InstanceGroupType=CORE,InstanceCount=2,InstanceType=$INSTANCE_TYPE \

--configuration file://container-executor.json
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